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What’s	CERN
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What’s	CERN
• European	Laboratory	for	Particle	Physics
• Fundamental	Research

• Worldwide	International	Collaboration
• Education	&	Training
• Push	Frontiers	of	Technology
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CERN	openlab
• Public-private	partnership	between	CERN	and	leading	
ICT	companies	and	research	institutes
• Accelerate	cutting-edge	solutions	for	the	worldwide	
LHC	community	and	wider	scientific	research.
• Designed	to	create	and	disseminate	knowledge
• Publication	of	reports	and	articles
• Workshops	or	seminars
• CERN	openlab Student	Programme
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CERN	Accelerator	Complex
• Control	and	operations

• Millions	of	sensors,	signals
• Large	number	of	control	devices
• Equipment

• Monitoring	and	logging
• Supporting	IT	infrastructure

• Databases
• Network
• Services
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Data	Analytics	Challenges
• Some	faults	cannot	be	avoided

• Decrease	the	availability	for	running	 physics

• Preventive	maintenance	is	not	enough
• Does	not	take	into	account	the	condition	of	the	equipment

• LHC	upgrades	will	further	increase	luminosity
• Computing	 resources	needs	will	be	higher
• Data	generated	will	increase	drastically
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Post-LHC accelerator projects
80-100 km 
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Data	Analytics	Objective
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Areas	of	investigation
• Predictive	maintenance	and	system	optimization
• Data	extraction,	transformation	and	loading	(ETL)
• Data	Visualization	and	Discovery
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Use	Case	- FCC	RAMS	studies
• Reliability,	Availability,	Maintainability	and	Safety	(RAMS)	studies	for	the	
Future	Circular	Collider	(FCC)
• Study	and	increase	the	reliability	and	availability	of	the	LHC
• Use	RAMS	findings	to	assess	the	feasibility	of	the	needs	of	FCC
• Data	distributed	across	multiple	sources

• Operations	e-logbook
• Accelerator	Fault	Tracking	project
• Accelerator	logging	service
• Accelerator	schedules
• Cryogenics
• Add	more…

• Vacuum,	Power	Converters,	etc.
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Requirements
• Flexible

• Data	=>	structured,	semi-structured	and	non-structured,	data	editing
• Use	=>	Interactive,	CLI	&	Scripting

• ETL	functionalities
• Scalable

• Data	is	foreseen	to	increase	significantly	(+datasets)
• Processing

• Powerful
• Browse	data
• Correlate	Information
• Visualization
• Analytics
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Hadoop	based	solution
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CLI	&	Scripting

Interactive	browsing	&	editing
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Hadoop	Cluster



HUE	– Hadoop	User	Experience
• Hue	is	an	open	source	suite	of	web-based	applications	for	analyzing	
data	with	any	Apache	Hadoop
• It	features:
• SQL	Editors	for	Hive,	Impala,	MySql,	PostGres,	Sqlite and	Oracle
• Dynamic	search	dashboards	for	Solr
• Spark	Notebooks
• Browsers	for	YARN,	HDFS,	Hive	table	Metastore,	HBase,	ZooKeeper
• Pig	Editor,	Sqoop2,	Oozie workflows	Editors	and	Dashboards
• Wizards	to	import	data	into	Hadoop
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HUE	– Hadoop	User	Experience
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HUE	– Hadoop	User	Experience
• One	tool	to	use	multiple	Hadoop	components
• Easy	to	use
• Compatible	with	multiple	versions,	open	source
• Extensible
• But
• Requires	language	knowledge	to	explore	and	transform	the	data
• Limited	for	Data	Discovery
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Data	Discovery

• Interactive	and	visual	analytics
• Find	hidden	patterns
• Get	new	insights

• Intended	to	be	used	by	the	end	users
• Enabling	them	to	use	their	intuition	and	knowledge	of	the	data

• Powerful	customization	of	dashboards	and	visualizations	
• Without	intervention	of	IT

• Integrate	multiple	data	sources
• Analyze	information	of	any	type	and	any	source
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Oracle	Big	Data	Discovery	Overview

• Data	Exploration	&	Discovery
• Interactive	catalog	of	all	data
• Assess	attribute	statistics,	data	quality	and	outliers
• Quick	data	exploration	or	create	dashboards	and	applications

• Data	Transformation	with	Spark	in	Hadoop
• Apply	built-in	transformations	or	write	your	own	scripts
• Data	Enrichment

• Text:	Entity	extraction,	relevant	terms,	sentiment,	language	detection
• Geographical	information:	 address,	IP,	reverse

• Preview	results,	undo,	commit	and	replay	transforms	
• Collaborative	environment

• Share	and	bookmarks
• Create	and	share	transformed	datasets
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Components
• BDD	Data	Processing	(Spark	on	YARN)	
• Hive	Table	Detector
• Profiling	and	sampling
• Transformations	and	enrichments
• Refresh/incremental	update	datasets	automatically	or	manually

• Dgraph (In-Memory	Discovery	Indexes)
• In-memory,	columnar,	multi-core	architecture	

• Web	Studio	
• Catalog,	explore,	transform	and	discover	UI’s	
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Architecture	overview
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Dgraph
In-Memory	Columnar	

Database

Data	Storage
4x	Xeon	E7-8895	v2	(15	cores	each)

2	TB	RAM
4.8	TB	Flash	+	6	x	1.2	TB	10K	HDD

CDH	5.5.1
16	nodes,	24	GB	ram

Intel	Xeon	L5520	@	2.27GHz
165	TB	HDFS

Data	Integration

Resource	Management	 (YARN)
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Oracle	Big	Data	Discovery	
Libraries	+	Hive	table	detector



Data	Processing	Workflow

New	Hive	
Table

Load/sample	
Hive	data

Profile	and	
Enrichment

Create	and	
load	dataset

Update	
inventory
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Important	Technical	Features
• Supports	HDP	and	CDH	Hadoop	distributions
• Kerberos	support
• Spark	on	YARN
• Data	set	and	project	level	security	in	Studio
• Incremental	updates	and	refresh	datasets
• Applications	and	dashboards
• Ability	to	publish	and	share	transformation	scripts
• Custom	visualization	support	(Javascript,	D3,	EQL)
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Use	Case:	FCC	RAMS
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Datasets	Catalog
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Quick	Data	Exploration
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Data	Transformation	UI	- ETL
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Discovery	Applications
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Explore	Multiple	Datasets
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Data	Visualization
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Data	Visualization



Next	steps
• Check	new	upcoming	features	presented	during	OOW	15

• Scalability	improvements
• Streaming	integration	(Kafka)
• Add	more	advanced	charts	and	visualizations
• Machine	Learning	integration

• Evaluate	Big	Data	Discovery	cloud
• Extend	to	more	CERN	use	cases

• Controls	and	Operations	
• Accelerator	Fault	Tracking
• Diagnostics	and	Monitoring

• IT	Infrastructure	Monitoring
• Server	logs	analysis
• Database	latency

• Human	Resources
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• Data	visualization	and	discovery	is	an	important	area	in	data	analytics
• Facilitates	users	to	visualize	and	explore	their	data
• Find	correlations,	extract	insight	and	useful	information

• Important	points
• Flexible	and	user-friendly	platform
• Advanced	data	visualization	and	exploration
• Collaborative

• Application	to	different	domains
• Controls	and	Operations	
• IT	Infrastructure	Monitoring
• Human	Resources
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Conclusions




